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Abstract

Cost claims for large language model (LLM) optimizations require explicit workloads, uncertainty, and a documented cost
basis. This paper presents BV-SALA Savings Layer, an in-process SDK and local gateway that combine provider-reported usage
with versioned list prices and separate four savings ledgers. Live SDK double-runs used a percentile cluster bootstrap with 10,000
resamples. On GSM8K-derived traffic, gpt-40-mini showed a 31.5% cost reduction (95% CI: 25.7-36.7; 100 families, 200 requests
per arm) and claude-sonnet-5 showed 75.1% (95% CI: 69.3-79.6; 31 families, 62 requests per arm). The Anthropic arm included
41 percentage points from a prefix-cache effect enabled by cache_control in the instrumented condition, not a pre-existing provider
discount. A separate counterfactual replay of 19,779 gateway requests estimated 2.49% (95% CI: 1.50-3.57); it was not a live
double-run or invoice reconciliation. We distinguish measured, reference-valued, and estimated amounts, state quality and latency
observations without claiming non-inferiority, and present only provisional economic extrapolations.

Keywords—LLM; inference cost; provider-reported usage; prefix caching; cluster bootstrap; prompt optimization.

1 Introduction

The mass adoption of large language models (LLMs) has
added a volatile item to engineering budgets: inference spend-
ing. Cost depends on request design, conversational context,
provider caching, and repeated work. Prior research addresses
prompt compression [1-3], attention and prefix reuse [4-9], re-
sponse caching [10-12], model routing [13, 14], and efficient
serving [6, 15, 16]. For an organization evaluating these levers,
a further problem remains: connecting a reported saving to a
defined workload, an uncertainty statement, and an auditable
cost basis. Provider-reported usage and versioned list prices
provide documentary evidence for that calculation; they are
not, by themselves, a reconciled invoice or metrological trace-
ability.

An isolated percentage can combine calls that were never
executed, removed or compressed tokens, and cache effects
whose attribution differs across experimental arms. These
mechanisms have different workload dependencies and should
not be summed into an unconditional claim. Interpretable re-
porting therefore requires the model, traffic construction, clus-
tering unit, interval procedure, and distinction between live
measurement and counterfactual estimation.

This paper presents BV-SALA Savings Layer, developed by
BiVelio, and evaluates a limited set of public-bench experi-
ments. Its bookkeeping principle is to expose the evidence
behind each amount rather than to claim that every amount
comes from an identical instrument. The contributions are:

* Non-intrusive architecture (Section III): an in-process
Node.js SDK and a local gateway for coding agents, with
provider traffic kept on the configured application path and
prompt content excluded from telemetry by design.

» Separate-ledger accounting (Section IV): avoided calls,
eliminated tokens, compressed tokens, and provider-cached
tokens are reported separately, with measured, reference-
valued, and estimated cost bases.

* Cluster-aware uncertainty and explicit evidence types
(Sections IV-V): live SDK double-runs are analyzed by
percentile cluster bootstrap, while the gateway result is
labeled as a counterfactual replay with a partially recon-
structed baseline.

* Reproducible reporting and bounded economics (Sec-
tions V-VI): workloads, seeds, observed quality and la-
tency, limitations, and a break-even expression using a total
monthly fee are reported without presenting extrapolation
as validated generalization.

All numerical claims below are restricted to the reported ex-
periments and artifacts available through savings.biveli
o.com. No invoice reconciliation was performed for these ex-
periments. BiVelio Inc - research.bivelio.com develops
the product evaluated here; Sections VII and the Conflict of
Interest statement address the resulting risks.
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1.1 Research Questions

What cost reductions are observed in the specified live SDK
double-runs when provider-reported usage is valued at ver-
sioned list prices?

How much uncertainty remains when dependence is han-
dled by family- or session-level cluster bootstrap?

Which components can be attributed to avoided calls versus
cache behavior enabled by the instrumented arm?

What quality and latency observations are available, and
which claims remain unsupported?

How should a counterfactual gateway replay and a provi-
sional break-even calculation be interpreted relative to live
evidence?

2 Related Work

Token pricing is a commercial decision made by providers,
not a property of the Transformer architecture. Against that
pricing background, one optimization front reuses computa-
tion. Prompt Cache [4], CachedAttention [5], SGLang [6], and
CacheBlend [7] study attention or KV-cache reuse under dif-
ferent serving assumptions. Anthropic and OpenAl also docu-
ment provider-side prompt caching [8,9]. These mechanisms
can lower usage charges, but an experiment must distinguish
caching already present in both arms from caching enabled by
the intervention.

A second front reduces prompt tokens: LLMLingua [1],
LLMLingua-2 [2], and gist tokens [3] use distinct compres-
sion strategies. A third reuses responses: GPTCache [10],
SCALM [11], MeanCache [12], and vCache [24] address fresh-
ness, privacy, and per-prompt error bounds; P-CHR AUC and
Operational Retention Rate evaluate deployment [27]. Rout-
ing systems such as FrugalGPT [13], RouteLLM [14], and
RouteNLP [25] select among models and calibrate escalation.
vLLM [15], SGLang [6], and speculative decoding [16] im-
prove serving efficiency. OpenTelemetry’s GenAl conven-
tions [17] provide an observability vocabulary, not cost attri-
bution.

BV-SALA combines established mechanisms with request-
identity guards, separate ledgers, calibrated abstention, and
economic gating. Its differentiation is the integration of ac-
counting and safety rather than each cache, serialization, or ob-
servability mechanism in isolation. vCache is the closest com-
parator for semantic caching, but the present work does not
establish equivalent guarantees, model coverage, or hit rates.
Current model routing uses economic and structural checks
rather than a learned closed loop, and its semantic-quality
evidence remains absent. Structured-data rewriting also re-
quires task- and model-specific quality evaluation: Notation
Matters shows that token reductions can reduce tool-calling
accuracy and amplify multi-turn parsing failures [26]. The un-
certainty discussion uses established terminology [18,19] with-
out asserting a calibration chain or strict metrological trace-
ability. The evidence therefore supports a measurement-and-

guardrails contribution, not a claim of general optimization
leadership.

3 System Architecture

BV-SALA has three components (Figure 1). The SDK and
gateway record provider-reported usage and derive costs us-
ing versioned list prices. Telemetry includes token counts
and costs plus permitted operational metadata, such as model,
timestamps, opaque identifiers, and software version; prompt
content is excluded by design. Upstream endpoints and teleme-
try settings are configurable, so the architecture is not a univer-
sal privacy guarantee for every deployment.

3.1 SDK for Node.js Applications

The SDK (@bivelio/savings-layer) targets JavaScript
and TypeScript applications that call an LLM API with
their own key. It is an ESM package with zero runtime
dependencies; the exact tokenizer is an optional peer depen-
dency. Wrapping the provider with createSavingsLayer
returns a SavingsReport alongside generate() or
generateStream() responses. In streaming mode, final
provider-reported usage is read when the stream closes; if
it is absent, the request is unmeasured and cannot support
a measured amount. Native adapters cover Anthropic and
Gemini, and OpenAl-compatible endpoints can be used where
their response contracts expose the required usage fields.

3.2 Gateway for Coding Agents

The gateway targets coding agents, including Claude
Code [20], Codex CLI, Aider, and Goose. It records requests
with provider-reported usage and applies versioned list prices.
On supported Anthropic configurations, the cache-policy lever
changes cache writes from one-hour to five-minute TTL only
when at least 30% of prompt bytes are new, leaving other turns
untouched. This threshold concerns bytes, not a qualitative
judgment that most of a prompt is new. The policy changes
cache behavior rather than prompt content, but its net effect
must be evaluated because misses can offset savings. Other
SDKs can use the gateway as a base URL when compatible
with the configured upstream.

3.3 Savings Skill for Subscriptions

For teams that consume LLMs through subscription plans with
usage windows, there is a third, free piece: savings-mode,
a skill of pure instructions (no proxy, no interceptor) that the
agent installs in ~/ . claude/skills and that reduces the two
masses that deplete the quota fastest: the model’s output and
tool results. Its effect on subscription limits is pending a pub-
lished A/B measurement and, consequently, is not associated
here with any figure.
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Figure 1. Deployment architecture. The SDK operates in process and the gateway locally on the configured provider path. Costs are computed
from provider-reported usage and versioned list prices. Telemetry comprises counts, costs, and permitted metadata rather than prompt content

by design; deployment configuration still requires review.

3.4 Privacy Model

The default design prevents prompt content from being sent
to BiVelio telemetry: processing occurs in process or locally,
while telemetry carries counts, costs, and permitted metadata
such as model names, timestamps, opaque request or session
identifiers, and software versions. Metadata can still be oper-
ationally sensitive. Because upstream providers and deploy-
ment settings are configurable, the paper does not claim a uni-
versal guarantee that content can never leave the client envi-
ronment; deployments must verify endpoints, retention, access
controls, and telemetry configuration.

4 Measurement Methodology

4.1 Live Double-Runs and Counterfactual Re-
play

The live SDK experiments compare a base condition A without
the layer and an instrumented condition B on the same model
and constructed content. For scenario S, such as GSM8K-
derived traffic [21], Cpase and Cop are costs computed from
provider-reported usage and the versioned list prices in force
for the analysis. The primary metric is relative cost reduction
in equation (1). This live protocol is distinct from the gateway
analysis in Section V.B, which replays logged requests coun-

terfactually and partially reconstructs its baseline; not every
result in the paper is a live double-run.

_ Cbase - Copt

R ey

Coase

Equation D is exposed per request as
report.cost.netSavingsRatio where the required fields
are available. Provider-reported usage documents the quanti-
ties entering the calculation, and versioned list prices docu-
ment their valuation. This is documentary traceability to usage
and price records, not strict metrological traceability and not
proof of the amount on an invoice. Differences between
list-price calculations and invoices—such as negotiated prices,
credits, taxes, rounding, or later provider adjustments—remain
outside the present evidence.

4.2 Cluster Bootstrap Uncertainty

The live SDK intervals use a non-parametric percentile cluster
bootstrap with 10,000 resamples [22, 23]. Requests within a
family are retained together; the family, not the individual re-
quest, is the resampling unit. The OpenAl and Anthropic flow-
construction seed is 20260928 and the bootstrap seed is Oxal1.
The gateway replay instead resamples whole sessions with seed
20261003. For each resample b, equation (1) is recomputed,
and the 95% interval is given by the 2.5th and 97.5th empiri-
cal percentiles in equation (2), not by a normal approximation.
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Requests are therefore not treated as independent observations.

Clos = [Q0.025<{R(b)}) ,Q0.975({R(b)})] : ()

The interval summarizes resampling variability under the ob-
served cluster design. It does not capture all temporal drift,
model changes, price changes, or counterfactual reconstruction
error. Small numbers of families or sessions can also make per-
centile intervals unstable; the sample sizes accompany every
result.

4.3 The Four Ledgers

SavingsReport separates four ledgers (Table 1). Their valu-
ation can be measured, reference-valued, or estimated. In par-
ticular, an avoided call has no new provider usage reading. Un-
der stated equivalence conditions it may be valued by reference
to a prior identical executed request; that is a reference value,
not an identical counter reading for the avoided call. Other
counterfactuals are estimates. The categories remain visible
per request and in aggregate rather than being collapsed into
an unconditional measured total.

The separation serves two purposes. First, cache-related
usage reductions are not automatically attributed to the layer:
attribution depends on the experimental arms. Second, each
ledger answers a different engineering question and depends
differently on traffic, prompt structure, and provider behavior.

4.4 Measured, Reference-Valued, and Esti-

mated Amounts

An amount is measured when directly supported by provider-
reported usage for that execution and a documented price ver-
sion. It is reference-valued when a counterfactual amount uses
an earlier equivalent or identical request under explicit match-
ing conditions. It is estimated when reconstructed from logs,
list-price calculations, or other assumptions without such a di-
rect reference. A stream without final usage is unmeasured.
These labels concern evidentiary basis, not mutually exclusive
kinds of optimization, and do not convert reference values or
estimates into invoice-verified savings.

4.5 Public Bench of Trials

Public-bench reports identify model, SDK version, traffic con-
struction, condition costs, ledgers, cluster unit, seeds, and in-
terval. The September 28, 2026 SDK flow used exact-repeat
caching; on Anthropic, the instrumented arm also introduced
cache_control. The published package contains no general
prompt compressor, so the compression ledger applies only
when structured data are supplied in the supported form. The
gateway replay is published as a different evidence type and is
not pooled with the live SDK experiments.

5 Public Bench Results
5.1 Live SDK Double-Runs

Table 2 and Figure 2 separate the two live SDK double-runs
from the gateway counterfactual replay. All amounts use
provider-reported usage where available and versioned list
prices; none is presented as an invoice-reconciled result.

In the OpenAl experiment, each arm evaluated 200 requests
from 100 GSMSK families. The constructed stream contained
30% exact repeats and 20% paraphrases. The gpt-4o-mini cost
reduction was 31.5% (95% CI: 25.7-36.7), using SDK 0.4.31.
The ratio r = 0.315/0.30 = 1.05 describes this single operat-
ing point. It is not an empirical slope, a regression estimate, or
evidence that savings scale linearly at other repeat rates.

The Anthropic experiment used a reduced flow of 31 fam-
ilies and 62 requests, not the same stream as OpenAl. The
claude-sonnet-5 reduction was 75.1% (95% CI: 69.3-79.6).
Baseline cache-read usage was zero, whereas instrumented-
arm cache-read usage was 72,447 tokens because the layer in-
troduced cache_control. Thus approximately 41 percent-
age points represent a prefix-cache effect enabled in the instru-
mented arm, not a provider discount pre-existing in both condi-
tions. The remaining reduction is associated principally with
avoided calls, but this two-arm design cannot cleanly separate
all interactions between deduplication and caching.

5.2 Counterfactual Gateway Replay

The gateway resultis a counterfactual replay of 19,779 requests
from 51 Claude Code sessions over 13 days in one organiza-
tion. At versioned list prices, changing eligible cache writes
from one-hour to five-minute TTL yielded an estimated net
reduction of 2.49% (95% CI: 1.50-3.57), with whole-session
resampling and seed 20261003. The baseline was partially re-
constructed from logs rather than produced by a contempora-
neous live double-run. Consequently, this figure is not invoice-
verified and should not be interpreted as equivalent to the SDK
evidence.

5.3 Observed Quality, and Non-

Breakage Checks

For the Sonnet flow, observed accuracy was 100% on 56 of 56
scored answers in each arm. This does not establish quality
equivalence or non-inferiority. Median provider-call latency
was 1,969 ms in A and 2,225 ms in B; these descriptive medi-
ans do not characterize the full latency distribution or isolate
every source of overhead.

Gemini non-breakage checks on October 1-2, 2026 pro-
duced no publishable savings interval. They are retained as op-
erational checks, not as evidence of savings or as a substitute
for a powered comparative experiment. Semantic-cache evi-
dence is also bounded: on SemBenchmarkLmArena, 6 = 15%
certified while 6 < 12% did not; calibration required 13,121
labels, and the live GSMS8K calibrated arm produced zero se-
mantic hits. These outcomes demonstrate abstention and cali-
bration behavior, not broad semantic-cache savings [28].

Latency,
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Table 1. The four ledgers. They remain separate to reduce double counting; the cost basis of each amount must additionally be identified as

measured, reference-valued, or estimated.

Ledger

Content and valuation criterion

avoided_calls

eliminated_tokens

Calls not executed; reference-valued from an equivalent executed request only under explicit matching
conditions, otherwise estimated.
Prompt information removed; measured only for directly observed usage and documented prices, oth-

erwise classified by its actual evidence basis.

compressed_tokens
tual components labeled.
provider_cached_tokens

Information retained with fewer tokens; valued from observed usage where available, with counterfac-

Provider cache usage reported separately; attribution depends on whether caching was pre-existing or
enabled by the instrumented arm.

Table 2. Cost reductions and 95% percentile cluster-bootstrap intervals. The first two rows are live SDK double-runs (family-level resampling);
the gateway row is a counterfactual replay (session-level resampling) with a partially reconstructed baseline.

Evidence, system, and model Reduction 95% CI Workload and basis

Live SDK A/B - gpt-40-mini 31.5% [25.7; 36.7] 100 families / 200 requests; 30% exact repeats + 20% para-
phrases; SDK 0.4.31

Live SDK A/B - claude-sonnet-5 75.1% [69.3; 79.6] Reduced flow: 31 families / 62 requests; cache_control en-
abled in B

Counterfactual gateway replay - An- 2.49% [1.50; 3.57] 19,779 requests / 51 sessions / 13 days; partially reconstructed

thropic TTL

baseline; list prices

6 Economic Analysis and Scenarios

6.1 Total-Cost Model

Commercial prices change and are therefore not reproduced as
a product table. Let F denote the total monthly fee for the de-
ployment, across all applicable seats or identities. Break-even
compares F with provisional savings under explicitly stated
assumptions. A complete adoption decision must also include
any usage-based commission, integration and operating costs,
taxes, and other total-cost-of-ownership (TCO) components;
these are not estimated here.

6.2 Break-Even Threshold

Let B be the monthly provider spend traversing the layer at
the same list-price basis, p the exact-repeat fraction, and r the
ratio observed at the single OpenAl operating point. For a pro-
visional avoided-calls extrapolation S(p) = B-r-p, break-even
requires F < S(p), giving the threshold in equation (3). This
expression is conditional arithmetic, not a validated demand or

response curve.
F
= . 3
B-r 3)

Here r = 0.315/0.30 = 1.05 is a ratio at one observed point,
not a fitted slope. No confidence interval for a slope is used.
For example, if B - r/F = 20, the provisional threshold is
p* =5%;if B-r/F =5, itis 20%. These values merely illus-
trate equation (3). Figure 3 presents the same dimensionless
arithmetic without prices or an empirical uncertainty band.

*

P

6.3 Scope of Extrapolation

Equation (3) is useful only as a provisional screen before
measurement on an organization’s own traffic. Exact repeats
may be rare or highly clustered, and paraphrases are not as-
sumed to produce the same benefit. Cache effects, eliminated
tokens, compressed tokens, and commissions are excluded
from this simple expression. Generalization to other providers,
models, repeat rates, or production workloads is not estab-
lished; shadow-mode observation and a preregistered repeat-
rate sweep are more defensible next steps.

7 Discussion and Threats to Validity

7.1 Internal Validity

Contemporaneous SDK double-runs reduce, but do not elimi-
nate, differences in traffic and provider state. Family-level re-
sampling respects dependence within constructed families; it
does not model every provider-side change. The Anthropic
comparison is additionally vulnerable to attribution ambigu-
ity because cache_control was introduced only in the instru-
mented arm. A factorial design is required to separate dedupli-
cation, cache enablement, and their interaction. The gateway
replay carries further reconstruction risk because its baseline
was not a contemporaneous live arm.

7.2 External Validity

The SDK samples are small: 100 OpenAl families and 31 An-
thropic families, with constructed repetition. The gateway cov-
ers 51 sessions, 13 days, and one organization. These sam-
ples do not establish temporal stability across days, provider
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Figure 2. Cost reductions at versioned list prices with 95% cluster-bootstrap intervals. OpenAl and Anthropic are live SDK double-runs; the
gateway result is a counterfactual replay, not a live double-run. In the Anthropic experiment, approximately 41 percentage points are a prefix-
cache effect enabled by cache_control in the instrumented arm. Error bars show the reported intervals.

updates, price revisions, or production workload drift. Exact
caching also changes answer freshness and the response dis-
tribution when an application would otherwise receive a new
sample. The results therefore cannot be generalized to cre-
ative, time-sensitive, multi-tenant, or semantically similar traf-
fic without new experiments.

7.3 Privacy and Operational Dependence

Local processing reduces prompt exposure to the measurement
vendor, but counts, costs, model names, timestamps, opaque
identifiers, and versions remain telemetry and require gover-
nance. Configurable upstreams prevent a universal content-
flow guarantee. Operational dependence, agent coverage,
provider response changes, and software supply-chain risk also
remain. Measure mode limits response modification, but acti-
vated caching and TTL levers can change system behavior and
must be evaluated in the deployment context.

7.4 Limitations

The study does not demonstrate quality non-inferiority. Sonnet
accuracy was 100% on 56 of 56 scored answers in each arm,
but this small, apparently easy subset does not establish equiv-
alence; median provider-call latency was 1,969 ms in A and
2,225 ms in B, an observed difference rather than a complete
latency analysis. Exact-repeat caching can reduce freshness

and distributional diversity. Other limitations are the small
samples, limited days and temporal drift, one gateway orga-
nization, lack of independent replication, private raw gateway
logs, and the authors’ developer role. The reference seman-
tic store is in-memory and linear in records per lookup; multi-
replica consistency and production-scale latency are unproven.
Current routing lacks evidence of semantic correctness, and
TOON is not evaluated as a shipped optimization. Reproduc-
tion depends on the specified software branch and immutable
analysis artifacts; later code or mutable reports are not substi-
tutes. List-price estimates are not invoice reconciliation, and
ledger-specific amounts should not be summed without a de-
fined estimand.

8 Conclusions and Future Work

This paper reports a bounded evaluation of BV-SALA using
provider-reported usage, versioned list prices, separate ledgers,
and cluster-aware intervals. Live SDK double-runs yielded
31.5% for gpt-4o-mini and 75.1% for claude-sonnet-5 under
their respective constructed workloads. The latter includes a
cache effect enabled in the instrumented arm. A distinct gate-
way counterfactual replay yielded 2.49% with a partially re-
constructed baseline. These results support workload-specific
cost calculations, not universal savings claims, strict metrolog-
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Figure 3. Provisional, dimensionless extrapolation only. S/F = (B - r/F)p, with r = 0.315/0.30 from one OpenAl operating point. Lines for
B -r/F =5 and 20 intersect S = F at p* = 20% and 5%, respectively. This is not a regression, a measured dose-response relationship, or a

forecast for other workloads.

ical traceability, or invoice-level verification. The economic
threshold is provisional arithmetic using r at one point.

Future work should use a factorial deduplication-by-
cache_control design for attribution; sweep p to estimate
rather than assume a response curve; run multi-day hierarchi-
cal experiments across families, sessions, and days; and pre-
register adequately powered non-inferiority tests for answer
quality, freshness, and latency. External replication on inde-
pendent organizations and providers, a current full-stack B2
comparison, invoice reconciliation including negotiated prices
and credits, and release of reproducible resampling artifacts are
also required. Semantic-cache evaluation should report preci-
sion across cache utilization and Operational Retention Rate,
while persistent stores require transactional multi-replica coor-
dination and latency budgets. Additional work should assess
routing correctness, semantic-cache errors, subscription-skill
effects, and interactions among ledgers.

9 Data and Code Availability

Public-bench summaries and the software distribution are
available through savings.bivelio.com. The SDK results
reported here use version 0.4.31 and the stated flow and boot-
strap seeds. Replication must use the specified branch and im-
mutable analysis artifacts. Raw gateway logs contain private

operational data and are not public; this restricts independent
verification of the replay and baseline reconstruction. No claim
is made that all raw provider records or invoices are publicly
available.
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Adridn Vidal is the founder of BiVelio Inc - research.biv
elio.com, which develops the product evaluated in this pa-
per. No independent replication or third-party audit is reported.
This relationship should be considered when interpreting the
results.
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A Conclusiones (resumen en espaiol)

Este trabajo presenta una evaluacién delimitada de BV-SALA
basada en usage reportado por el proveedor y tarifas de lista
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versionadas, con trazabilidad documental y sin afirmar traz-
abilidad metroldgica ni conciliacién de facturas. Las ejecu-
ciones live del SDK usaron bootstrap percentile por clister
con 10.000 remuestreos: 31,5% [25,7; 36,7] en OpenAl (100
familias, 200 solicitudes) y 75,1% [69,3; 79,6] en Anthropic
(31 familias, 62 solicitudes). En Anthropic, unos 41 pun-
tos porcentuales corresponden al efecto de caché de prefijo
habilitado mediante cache_control en el brazo instrumen-
tado; el baseline tenia cero cache-read y el brazo B, 72.447
tokens. El 2,49% [1,50; 3,57] del gateway procede de una
reproduccién contrafactual separada de 19.779 solicitudes, 51
sesiones y 13 dias, con baseline parcialmente reconstruida, no
de una doble ejecucioén live. Se distinguen importes measured,
reference-valued y estimated; la telemetria incluye recuentos,
costes y metadatos permitidos. La precisién Sonnet fue 56/56
en cada brazo y la latencia mediana de llamadas al proveedor
fue 1.969 ms (A) y 2.225 ms (B), sin demostrar no inferior-
idad. El umbral econémico usa F como fee mensual total y
r = 0,315/0,30 como razén en un unico punto, no como pen-
diente validada. Las muestras pequeiias, la deriva temporal, la
frescura de la caché exacta, la organizacidn tnica, la condiciéon
de desarrollador de los autores y los logs gateway privados lim-
itan las conclusiones. Quedan para trabajo futuro el disefio fac-
torial, el barrido de p, experimentos jerarquicos de varios dias,
pruebas de no inferioridad, replicacién externa y conciliacién
con facturas.
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